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1. Introduction  

 

1.1 Introducing the R5xx Family  

The R5xx family provides the fastest and most advanced 2D, 3D, and multimedia graphics performance for desktop 

PCs in the performance mainstream markets. The R5xx family supports Shader Model 3.0, advanced memory 

interface technology, a brand new display controller and a consumer electronics (CE) quality TV (NTSC/PAL) 

encoder. The R5xx family represents AMDôs 2nd generation PCI Express technology product and leverages a brand 

new graphics architecture. The R5xx family builds on the R3xx architecture.  As such, much of this guide is 

applicable to R3xx and R4xx chips as well with some caveats.  Where applicable, generational differences are noted. 

 

1.2 Feature Highlights  

1.2.1 Shader Technology  

 

¶ Support for Microsoft® DirectX® 9.0 programmable vertex and pixel shaders in hardware.  

¶ Shader Model 3.0 vertex and pixel shader support.  

¶ Full speed 32-bit floating point processing.  

¶ High dynamic range rendering with floating point blending and anti-aliasing support.  

¶ High performance dynamic branching and flow control.  

¶ Complete feature set also supported in OpenGL® 2.0.  

 

1.2.2 Anti-Aliasing  

 

¶ 2x/4x/6x Anti-Aliasing modes.  

¶ Sparse multi-sample algorithm with gamma correction, programmable sample patterns, and centroid 

sampling.  

¶ New Adaptive Anti-Aliasing mode.  

¶ Temporal Anti-Ali asing.  

¶ Lossless Color Compression (up to 6:1) at all resolutions, up to and including widescreen HDTV. 

 

1.2.3 New Ring Bus Memory Controller  

 

¶ Programmable arbitration logic maximizes memory efficiency, software upgradeable.  

¶ New fully associative texture, color, and Z cache design.  

¶ Hierarchical Z-Buffer with Early Z Test.  

¶ Lossless Z-Buffer Compression (up to 48:1).  

¶ Fast Z-Buffer Clear.  

¶ Z Cache optimized for real-time shadow rendering.  

¶ Optimized for performance at high display resolutions, up to and including widescreen HDTV.  

 

1.3 Features in Detail  

1.3.1 2D Acceleration Features  

 

¶ A highly optimized 128-bit engine, capable of processing multiple pixels/clock.  



 

 
Revision 1.3 March 30, 2008 

 

 

 

© 2008 Advanced Micro Devices, Inc.   
Proprietary  7 

 

¶ Hardware acceleration provided for BitBLT, line drawing, polygon and rectangle fills, bit masking, 

monochrome expansion, panning and scrolling, scissoring, and full ROP support (including ROP3). 

¶ Optimized handling of fonts and text using ATI proprietary techniques.  

¶ Game acceleration including support for Microsoft's DirectDraw: Double Buffering, Virtual Sprites, 

Transparent BLT, and Masked BLT.  

¶ Acceleration in 8/15/16/32-bpp modes.  

¶ Support for WIN 2000 & WIN XP GDI extensions: Alpha BLT, Transparent BLT, Gradient Fill.  

¶ Hardware cursor support up to 64x64x32-bpp, with alpha channel for direct support of WIN 2000 & WIN 

XP alpha cursor standard.  

 

1.3.2 3D Acceleration Features  

 

¶ Fully DirectX 9.0 compliant, including full speed 32-bit floating point per component operations.  

¶ Shader Model 3.0 support with programmable vertex shaders (full operand and operation support) allowing 

up to 1024 instructions and 256 vectors of constant store. This includes vertex shader loops, branches, and 

subroutines, which allow support of the following:  

o 1024 vertex shader instruction store.  

o 261,888 instructions with a single loop.  

o 4+ trillion i nstructions with nested loops. 

o Dynamic flow control.  

o 8 full vertex processing units.  

¶ Advanced pixel shaders with the following features:  

o New advanced shader design, with ultra-threading sequencer for high efficiency operations.  

o Full Pixel Shader 3.0 support.  

o Advanced, high performance branching support.  

o 32-bit floating point support for high dynamic range computations.  

¶ Full anti-aliasing on render surfaces up to and including 64-bit floating point formats.  

¶ Support for 2xAA, 4xAA and 6xAA subsamples, with little performance loss in most cases.  

¶ Advanced AA quality algorithms, generating visuals that are superior to other solutions with an equivalent 

number of samples.  

¶ New adaptive anti-aliasing modes dynamically select between fast multi-sampling and high quality super-

sampling per polygon, delivering the benefits of both techniques.  

 

1.4 Changes from R3xx/4xx 

 

Changes from R3xx to R4xx 

¶ Support for 1, 2, 3 and 4 quad pixel pipes 

¶ Support for  1 to 6 vertex shader pipes 

¶ HDTV resolution support for HiZ 

¶ Support of 16x16 and 32x32 pixel tile sizes (32x32 should now be the preferred amount) 

¶ Vastly redesigned Memory controller, with new client interfaces 

¶ Support for 8b of subpixel precision 

¶ Native support of 4Kx4K raster target 

¶ PS instruction support now at 512 each for Scalar, Vec3 and Texture (1536 total instructions) 

¶ VS native support for Sin/Cos 

¶ TX Component swizzling 

¶ Enhanced texture performance 

¶ MRT and wide pixel performance fixes 
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¶ Fog alpha rounding matches RGB 

¶ Line stipple fixes; SU texture stuffing improvements 

¶ LOD Clamp/bias re-order 

¶ 2D support for larger pixels (Pitch at 16b) 

¶ 4x AA buffer tiling is changed when memory mapping is not used 

 

Changes from R4xx to R5xx 

¶ New Memory controller 

¶ Support of VS3.0 features, except Vertex fetch 

¶ Support of all PS3.0 features, including extended GPRs and Constants, all branching and predication 

¶ New FP32 US, including most IEEE NANs, INFs behavior corrected (still TRUNC rounding mode) 

¶ Support of new Z range [-2,2], with per pixel clamping in SC 

¶ Support of  up to 11 texture sets (10 explicit), or 44 iterators 

¶ Support of color to texture mappings, and texture to color mappings (for performance improvements) 

¶ New IS_IP for better mapping of components from VS to PS 

¶ Color now in FP20 mode, instead of S3.12 mode 

¶ New HiZ compression mode, allows high precision Z values to be stored 

¶ New FP16 render surfaces support, including blending and all backend functions, but not texture filtering 

¶ Fully set associative caches for Texture, Color, and Z 

¶ New more efficient fifos for all MC clients 

¶ New Filter4 mode for Texture unit 

¶ New 1b texture mode for texture unit 
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2. Tiling  

2.1 Overview 

R3xx-R5xx support two types of blocks 

¶ Micro block 

¶ Macro block 

 

Each block type can either be linear or tiled. 

 

2.2 Micro Blocks 

A micro block refers to a 32-byte consecutive data in memory. It is aligned to a 32-byte boundary, which means that 

the 5 LSBs of a micro-block address are zeros.  Micro blocks can be linear or tiled. Linear maps a 1D area of an 

image to the block. Tiled maps a 2D area of an image to a block. The following table shows the different type of  

micro blocks and the region of the 2D image that maps to it (x X y) 

 

 Micro -linear Micro -tiled 

8 bit pixel 32x1 pixels (x=32 , y=1) 8x4 pixels (x=8 , y=4) supported by :  tx/cb/hdp 

16 bit pixel 16x1 pixels (x=16 , y=1)  4x4 pixels (x=4 , y=4) supported by :  tx/cb/zb/hdp 

16 bit pixel 16x1 pixels (x=16 , y=1) 8x2 pixels (x=8 , y= 2) supported by:  tx/cb/hdp/disp 

32 bit pixel 8x1   pixels (x=8 , y=1) 4x2 pixels (x=4 , y=2)  supported by:  tx/cb/zb/hdp/disp 

64 bit pixel 4x1  pixels  (x=4 , y=1) 2x2 pixels (x=2 , y=2)  supported by:  tx/hdp 

128 bit pixel 2x1  pixels  (x=2, y=1)  

 

2.3 Macro blocks 

A macro block refers to a 2K-byte consecutive data in memory. Macro-blocks loosely refer to the size a DRAM 

page. How micro tiles are arranged in a macro-tile is controlled by whether the macro-block is linear or tiled. Linear 

macro block maps x-order sequential array of micro-blocks to a macro-block. When the end of the current scan is 

reached, the macro-block continues with data from the next micro-tile in the next scan. The alignment for Linear 

macro-blocks is 32 bytes. An image can generally be more compact using macro-linear, but it is typically slower in 

rendering performance. Tiled macro-blocks map a 2D region of micro-blocks into a macro-block. Tiled macro-

blocks are aligned to a 2K-byte boundary, which means that the 11 LSBs of a macro-block address are zeros 

There are 64 micro-blocks in a macro-block (2k divided by 32 bytes). In a tiled macro-block these 64 micro-blocks 

are arranged as an 8x8. The number of pixels in x and y that map into a tiled macro-block is based on pixel size and 

micro-block type. Multiplying the data from the previous table by 8 can do this: 
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 Macro-tiled 

Micro -linear 

Macro-tiled 

Micro -tiled 

8 bit pixel 256x8 64x32 

16 bit pixel  (8x2) 128x8 64x16 

16 bit pixel  (4x4) 128x8 32x32 

32 bit pixel  64x8 32x16 

64 bit pixel  32x8 16x16 
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3. Surface Formats 

 

This section describes all of the surface formats used by the R3xx-R5xx texture units and frame buffers. These 

formats are first listed in summary, together with a list of features (fog, blend etc.) supported by each format. 

 

8-bit Formats 

 
Format Layout Range Display Blend Fog Dither Filter 

C_8 01234567
C0

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

Yes Yes No Yes Yes 

C2_4 01234567
C0C1

 
0.0 to 1.0 Yes  No No No Yes 

C_3_3_2 01234567
C0C2 C1

 
0.0 to 1.0 Yes No No No Yes 

 

16-bit Formats 

 
Format Layout Range Display Blend Fog Dither Filter 

C_16 89101112131415 01234567
C0

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

No No No No Yes 

C_16_MPEG 89101112131415 01234567
C0

 
-1.0 to +1.0 No No No No Yes 

C_16_FP 89101112131415 01234567
C0

 
-2

16
 to +2

16
 No No No No No 

C2_8 
C1

89101112131415 01234567
C0

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

Yes Yes No Yes Yes 

C_5_6_5 
C2

89101112131415 01234567
C0C1

 
0.0 to 1.0 Yes Yes Yes Yes Yes 

C_6_5_5 
C2

89101112131415 01234567
C0C1

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

No No No No Yes 

C4_4 
C3

89101112131415 01234567
C0C1C2

 
0.0 to 1.0 Yes Yes Yes Yes Yes 

C_1_5_5_5 
C1

89101112131415 01234567
C0C2C3

 
0.0 to 1.0 Yes Yes Yes Yes Yes 

 

32-bit Formats 

 
Format Layout Range Display Blend Fog Dither Filter 

C4_8 1624 08
C0C1C2C3

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

Yes Yes Yes Yes Yes 

C4_8_GAMMA 1624 08
C0C1C2C3

 
0.0 to 1.0 Yes Yes Yes Yes Yes 

C_11_11_10 1624 08
C0C1C2

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

No No No No Yes 

C_10_11_11 1624 08
C0C1C2

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

No No No No Yes 

C_2_10_10_10 1624 08
C0C1C2C3

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

Yes No No No Yes 

C2_16 1624 08
C1 C0

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

No No No No Yes 

C2_16_MPEG 1624 08
C1 C0

 
-1.0 to +1.0 No No No No Yes 
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C2_16_FP 1624 08
C1 C0

 
-2

16
 to +2

16
 No No No No No 

C_32_FP 1624 08
C0

 
-2

127
 to +2

127
 No No No No No 

C_AVYU 1624 08
A UYV

 
0.0 to 1.0 Yes Yes Yes Yes Yes 

C_VYUY 1624 08
V Y1 V Y0

 
0.0 to 1.0 Yes Yes Yes Yes Yes 

C_YVYU 1624 08
Y1 V Y0 U

 
0.0 to 1.0 Yes Yes Yes Yes Yes 

 

64-bit Formats 

 
Format Layout Range Display Blend Fog Dither Filter 

C4_16 
C3

3248 0164056 824
C2 C1 C0

 
0.0 to 1.0 (unsigned) 

-1.0 to +1.0 (signed) 

No No No No Yes 

C4_16_FP 
C3

3248 0164056 824
C2 C1 C0

 
-2

16
 to +2

16
 No No No No No 

C2_32_FP 
C1

3248 0164056 824
C0

 
-2

127
 to +2

127
 No No No No No 

 

128-bit Formats 

 
Format Layout Range Display Blend Fog Dither Filter 

C4_32_FP 
C3

6496 03280112 1648
C2 C1 C0

 
-2

127
 to +2

127
 No No No No No 

 

Depth Formats 

 
Format Layout Range Write Read 

W_24 1624 8
DEPTH

0

 
0 to 2

24
-1 Yes No 

W_24_FP 1624 8
DEPTH

0

 
-2

63
 to +2

63
 Yes Yes 
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4. Command Processor 

4.1 Overview 

The Command Processor is a programmable processor that is meant to provide some on-chip intelligence for a 

Graphics Controller device. The CP architecture has been approached as a special-purpose computing engine, 

targeted at fetching and interpreting a PROMO4 command stream. 

The Command Processor takes on several tasks in a typical Graphics Controller: 

¶ Acts as a receiver of command streams from the video and graphics device driver(s) running on the host 

CPU.  These command streams are either read from system memory using bus-mastering on the PCI or 

AGP bus, or directly written to the CP from the host CPU using the PCI or AGP (fast-write) bus. Three 

streams are supported ï one Ring Buffer and two Indirect Buffers. 

¶ Parses and interprets a command stream, and writes the parsed data to internal ñFeatureò modules of the 

Graphics Controller device; for example, a 3D graphics processor, a 2D graphics processor, a Video 

Processor, or an MPEG Decoder. The data writes can be 32, 64, 96, or 128 bits per clock. The 64, 96, and 

128 bit writes will occur for ñVector Write Modeò. Vector write mode is valid when the stream (PQ, IQ1, 

IQ2) is in Pull Mode. Push mode will only write DWORDs (i.e. Lower 32-bits of the 128-bit data bus will 

be valid with a DWORD_Enable = ñ0001ò. The 64 and 96-bit writes will only occur while the alignment of 

the data is not on a 128-bit boundary. 

¶ There are two general-purpose DMA engines inside the CP, one for GUI-related tasks, and one intended for 

Video Capture tasks. The DMA engines do byte alignment between the source and destination surfaces. 

 

4.2 Host Programming Model Description 

This section describes the manner in which the host CPU communicates with the graphics controller chip. 

4.3 Push vs Pull Model 

The Push Model is also referred to as Programmed I/O (PIO).  In this model the host CPU is writing to the graphics 

controller chip across either the PCI or AGP bus.  That is, the host is ñpushingò command information to the 

graphics controller.  This information is in one of two forms: 

1) A sequence of register writes to setup the state of a processing engine on the graphics controller, and 

then starting the engine running.  Typically, engines are started as a side-effect of writing to a special 

ñtriggerò or ñinitiatorò register. 

2) A sequence of Command Packets, which are a ñcompressedò way of conveying the command 

information to the graphics controller, relying on an intelligent processor in the graphics controller to 

convert the command packets into register writes to other processing engines in the graphics controller. 

It is expected that option (1) above will only be used for debug purposes. 

The Pull Model utilizes bus-mastering on the part of the graphics controller, as it actively goes out and reads from an 

area of system memory in which the host CPU has previously placed command information.  An important part of 

the pull model is how the host and the graphics controller manage access to the shared buffer in system memory.  

This is discussed in the following section. 

The pull model allows more slip between the CPU and the graphics controller than does the push model, assuming 

that the command buffer for the push model is limited to on-chip storage. 

The push model may have some advantage when the overall system performance is taken into account as it lightens 

the bandwidth demand on system memory as compared to the pull model.  The push model may be able to make-up 
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for its limited slip by implementing an on-chip command buffer that ñspills-overò into the frame buffer; however, 

this of course begins to place a demand on the frame buffer bandwidth to write and read the command buffer. 

The Command Processor will support both the push and pull models; however, switching between these two models 

must be carefully controlled.  It is intended that switching is not done often; most likely the model is chosen at reset 

time, and never changed once the system is running.  The pull model is the preferred choice for systems that allow 

bus-mastering, and whose API allows concurrent processing between the host CPU and the graphics controller, 

primarily because of its superior capability for overlapped processing.  The push model is available for systems that 

are not well-suited to using the pull model. 

4.4 Ring Buffer Management 

When the Graphics Controller is set to operate in the bus-mastering mode (pull model), the host application, say a 

driver, has to allocate a block of system memory as a buffer for the command packets it issues to the Graphics 

Controller.  The command packets, or simply packets, instruct the Graphics Controller to carry out operations such 

as drawing objects on the screen. This memory block is treated as if it is a ring that allows the packets to be placed 

into and taken away from the memory in a circular manner, thus the name Ring Buffer. 

The Ring Buffer is a shared memory space between two cooperating processors.  It is used to implement one-way 

communication from the Host processor (the Writer) to the Graphics Controller (the Reader).  Each processor must 

maintain the state that it believes that the Ring Buffer is in.  The state is composed of: 

¶ Buffer Base: The address of the beginning of the buffer. 

¶ Buffer Size: The size of the buffer. 

¶ Write Pointer: The address that the Host is writing to. 

¶ Read Pointer: The address that the Graphics Controller is reading from. 

In order for the Ring Buffer to work properly, both processors must maintain a consistent view of this state. The 

Buffer Base and Buffer Size are generally initialized when the system is first brought-up, and rarely changed after 

that point.  It is a simple task to initialize both the Readerôs and the Writerôs copies of this state.  The Read and 

Write Pointers, on the other hand, change quite frequently as the Ring Buffer is in operation.  In order to achieve 

consistency, when the Writer (the host) updates the Write Pointer, he must send that value to the Readerôs (the 

Graphics Controllerôs) copy of the Write Pointer.  And similarly, when the Reader updates the Read Pointer, he must 

send that value to the Writerôs copy of the Read Pointer. 

Packets are placed into the memory block, or buffer, from the beginning towards the end, i.e., from lower addresses 

toward higher addresses.  Once the data placement hits the end, it starts from the beginning again.  Meanwhile, the 

packets are consumed from the head of the queue in a manner similar to how they were placed. 

Figure illustrates how the ring buffer operates when combined with the bus-mastering operation. 
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Figure: Ring Buffer and its Control Structure  

In the figure, packets are placed into the buffer in a counter-clockwise order, forming a packet queue. The first 

packet in the queue is denoted byP1 , and the last by Pn . The start of the queue, P1 , is pointed to by the Read 

Pointer(s).  The memory portion that is not occupied by packets is called the free area, and it is pointed to by the 

Write Pointer(s). 

Initially, both the read and write pointers may point to the same location of the ring buffer, e.g. the start of the 

memory block. The two pointers pointing to the same location of  the ring buffer generally implies one of two 

situations.  One is that the buffer is empty, and the other is that the buffer is full.  We want to define this situation as 

an empty buffer.  To resolve the ambiguity of both pointers being equal, we must prevent the case of a full buffer 

from ever happening.  It is the Hostôs responsibility to ensure that there is at least one free location in the buffer. 

On the host side, the driver places command packets into the free area of the ring buffer, and informs the Graphics 

Controller of any changes to the Write Pointer by writing directly to the Write Pointer register inside the Graphics 

Controller.  The host tracks free-space in the buffer by comparing its Read and Write Pointers, and suspends writing 

if the buffer becomes (almost) full. 

On the Graphics Controller side, packets are taken away one-by-one from the head of the packet queue, pointed to 

by its Read Pointer, through the Host Bus Interface, and placed into the Command Packet Buffer.  As the Graphics 

Controller updates its copy of the Read Pointer, it uses a bus-mastering write to update the Hostôs copy of the Read 

Pointer, residing in a shared memory location.  The Graphics Controller has a register that holds the memory address 

of where the Hostôs Read Pointer resides, and uses that for the address of the bus-mastering write.  The Graphics 

Controller tracks free-space in the buffer by comparing its Read and Write Pointers, and suspends reading if the 

buffer becomes empty (i.e., Read Pointer == Write Pointer). 

To reduce traffic on the system memory bus, the Graphics Controller should not update the Hostôs copy of the Read 

Pointer every time it changes on the Graphics Controller side.  To facilitate this, we have adopted a concept of a 




